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1 INTRODUCTION

Teams have consistently leveraged the latest technologies available to them to extend and enhance
their operational capabilities, with virtual teams being a relevant and successful example [55].
This intersection between teams and the technologies they leverage has and will continue to exist,
serving as a defining feature of the field of Computer-Supported Cooperative Work (CSCW) [30].
More recently, the advent of artificial intelligence (AI) is creating a technological intersection with
teamwork that centers around the creation and integration of artificial teammates [64], leading to
an emerging CSCW research agenda on human-agent teaming (HAT) [103], and Al agent’s roles
and effects in modern teamwork [75].

However, while empirical studies on HATs are being published at an ever-increasing rate since
the start of the 21st century [75], many key questions regarding the dynamics of teamwork in HATs
remain unanswered. One such understudied question centers around the construct of team cognition
within HATs. Team cognition is a construct referencing a group of several related concepts such as
team situational awareness, team decision making, shared mental models, and team perceptions
[15], each based upon individual team members’ perceptions, beliefs, and expectations [47]. The
construct is most often identified with shared mental models, which are measured at both the
levels of taskwork and teamwork [60]. Important outcomes of team cognition include trust [17, 23],
performance [60], and team perceptions of these processes [15]. Team cognition and its outcomes
can also be affected by team composition, which refers to the characteristics and attributes of
individual team members [27, 89]. In addition, specific to CSCW and the broader HCI community,
team cognition is often related to the concept of common ground between teammates [12]. In
general, among all teamwork constructs, team cognition is often viewed as the most important and
is vital to increasing team performance due to its practical benefits to effective team coordination
and communication [8, 13, 68].

While team cognition has been repeatedly quantified and studied in human-human teams
[71, 73, 104], how it is formed and perceived in HATs receives limited research attention. The
most recent review of existing empirical studies on HATs revealed only a small handful of studies
investigating team cognition [75]. Existing research focuses only on perceived team cognition
and computational mental models in HATs and fails to address the following research gaps: 1)
how to empirically assess the similarities and differences of team cognition development between
human-human teams and HATs; and 2) how team composition affects the development of team
cognition and its related key outcomes such as perceived team cognition, team performance, and
trust in HATS. As an outcome of team cognition, trust is essential to HATs as it is related to
team performance, and the mere presence of artificial agents can cause humans to trust all other
teammates less, whether they are artificial or not [63]. Further, the existence of a research gap
alone is not the only reason to study team cognition in HATs, as there are other relevant real-world
implications such as improving artificial agent development, interface design, and Al bias mitigation.
The effect of team composition on team cognition and its outcomes also makes studying various
HAT compositions (Human-Human-Agent vs. Human-Agent-Agent) vital to address now as HATs
begin to enter real-world applications, including manufacturing [83], software development [99],
and city management [1]. These industries plan to utilize several different configurations of humans
and agents in HATs simultaneously (one HAT with six agents and one human alongside another
HAT with six humans and two agents), making team composition another vital research topic.

Therefore, the importance of team cognition to team effectiveness, the unique nature of team
dynamics in HATs as compared to human-human teams, and the impact of team composition on
team cognition and its outcomes drive this current research study. To address the above mentioned
research gaps, this paper explores the following research questions:
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RQ1: How is the development of team cognition in human-agent teams similar or different from its
development in human-human teams?

RQ2: How does team composition affect the development and outcomes of team cognition in HATs?
RQ2.1: In regard to perceived team cognition?
RQ2.2: In regard to team performance?
RQ2.3: In regard to trust?

The current study addresses the research questions outlined above by conducting a mixed-
methods study with three different team composition conditions, which each completed an emer-
gency response management simulation known as NeoCITIES [45]. The study reports on the
quantitative and qualitative differences and similarities in team cognition development and out-
comes found between human-human teams and two different compositions of HATs. The current
study contributes to CSCW research in three main ways. First, by advancing an emerging CSCW
research agenda on collaborative activities occurring within human-agent teams and their impacts
on humans and agents. Specifically, this work provides the first empirical analysis and comparison
of shared mental models in traditional human-human teams and HATs while also investigating the
effects of team composition on team cognition and its outcomes in HATs. Second, this study also
expands existing research on team cognition in CSCW [31, 44, 71] by shedding light on the nature
of the construct in modern HATs and how to improve human experiences of team cognition in
such teams. The study also improves the field’s understanding of developing common ground in
disadvantaged communication environments, a notoriously tricky arena to develop shared under-
standing in CSCW literature [44]. Third, as HATs are poised to become a significant part of the
global workforce in the coming decades [75, 83], this research will help: 1) develop and design more
human-centered teaming agents; and 2) integrate humans and agents in teaming environments,
leading to a more enjoyable and overall positive experience in future workforces.

2 TEAM COGNITION AND HUMAN-AGENT TEAMS

This section reviews relevant research regarding the definition of team cognition and its relationship
with teaming. We also provide context on emerging research covering the role of team cognition in
HATs and the particular importance of team composition to team cognition in HATs.

2.1 Team Cognition and CSCW

Team cognition is not a new concept within teamwork research domains, specifically in CSCW. Con-
cepts such as transactive memory systems [96], distributed cognition [41], and common ground [10]
all assume that cognitive aspects of a given group or team task can be shared amongst individuals.
With this knowledge, it is clear that team cognition is a complex construct with many underlying
and related concepts concerning team knowledge, which includes team perceptions, shared mental
models, and situational awareness [15]. Since the emergence of such concepts in empirical research,
team cognition constructs have been linked to team performance for several decades [60]. The
question then becomes, how would effective team cognition be achieved? Research has shown
that team cognition can be built through common representations that depict the shared cognitive
functions between team members, such as the previously mentioned shared mental model [15]. The
concept of shared mental models is one of the most commonly used concepts in team cognition,
which is why the current study focuses explicitly on studying shared mental models, which are
a component of the larger concept of team cognition [15], in HATs. In a practical sense, shared
mental models are meant to measure whether or not team members are "on the same page,' in that
they share a common understanding of their shared tasks, roles, interdependencies, and strategies
[68]. In a technical sense, shared mental models represent organized mental representations of the
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various component pieces relevant to a team’s overall task [47]. Shared mental models are often
broken down into task mental models, covering aspects specific to understanding and completing a
shared task, and team mental models, covering aspects specific to cooperation and communication
within a team [60]. Measuring team cognition is not limited to only shared mental models but also
the theory of interactive team cognition [13]; however, the current study utilizes the shared mental
model perspective due to the widespread acceptance and maturity of the technique [68].

The evidence for the relationship of team cognition to a variety of team outcomes has been
growing consistently over the years [59, 73]. Shared mental models can be continually developed to
be more effective over time and affect various team outcomes, such as objective performance, team
viability, member well-being, and strategy. It should also be stated that team cognition concepts like
shared mental models are not something to be achieved or not achieved, but that it is an emergent
state of teaming, and all teams constantly possess shared, organized, and distributed knowledge
among their members [16, 73]. Effective team cognition also promotes the natural development
and improvement of other teamwork processes, such as coordination, backup behaviors, and
communication [68]. Many of these benefits come from shared mental model’s ability to enhance
team effectiveness in their action stage [51], which is the task execution phase for teams [58]. The
action stage of teaming is explicitly vital to relate to shared mental models as a majority of HAT
research focuses on action stage teaming [19, 63, 75].

The advent of technology-supported distributed teaming has also made team cognition a vital
concept in CSCW. The field of CSCW was an early adopter to the concept of team cognition, and its
sub-constructs of situational awareness, perception, and shared mental models, with early research
focusing on the role of these constructs in remote and co-located learning environments [87]. For
example, the lens of team cognition and shared mental models has been used in CSCW research to
understand and measure the effectiveness of computational systems that attempt to enhance team
coordination and communication [93, 100], predict team performance in distributed virtual teams
through collective intelligence [46], and understand computer-mediated collaboration within fast-
paced virtual environments [71]. Shared mental models have also been used in broader HCI research
ranging from understanding the role of non-verbal communication in online multiplayer games
[49], and to supporting common ground in computer-supported teamwork [12]. This research thus
adds to the existing literature by exemplifying team cognition as a multi-faceted construct in the
unique context of HATs. Additionally, the study provides the first empirical measure of shared
mental models in HATs and provides comprehensive mixed-methods analysis on their development
and outcomes between traditional human-human teams and HATs. This analysis is vital to the
CSCW field as HATs are a new domain of collaborative technology unique from human-human
teams in several ways.

2.2 Human-Agent Teams, Performance, and Trust

While the term HAT may have only become a fixture in CSCW and related research literature
recently [19, 64, 103], the concept has existed since at least the early 1990s [42, 57, 75]. Unfortunately,
HAT research was often joined with research focusing specifically on simpler automated systems,
with no delineation being made between them and the more complex autonomous systems. This
lack of clarity led to a considerable amount of confusion around what factors truly define HATs,
and it was clear that a comprehensive definition was necessary, which was eventually provided in
a recent comprehensive review of empirical HAT. O’Neill and colleagues define HAT as: 1) teams
where agents are viewed as "agentic" by their human teammates (agents have a significant degree of
independent decision making); 2) the agents must have a role interdependent with the roles of their
human teammates; and 3) there must be one or more humans and one or more autonomous agents
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working towards a common goal [75]. Therefore, when using the term "agent,’ "AL" or "HAT," the
current paper is referring to these definitions laid out by O’Neill and colleagues [75].

ACM communities like CSCW are among the several major fields researching the topic of HATS,
contributing significantly to its rapid growth. In particular, existing research on HAT has focused
on two main characteristics of HATs: 1) the performance of a HAT; and 2) the relationship between
humans and agents in a HAT, including trust.

2.2.1  HAT Performance. HAT performance has been studied in a variety of contexts ranging from
medical [95] to military [21], but HATSs have oftentimes underperformed or failed to outperform
their human-human counterparts [19, 21, 64]. Alternatively, other experiments display incredible
HAT performance, outpacing not only human-human teams but even teams consisting of all Al
[95]. This disparity can likely be attributed to three major factors: 1) not all studies use true Al,
which is capable of expert-level performance when properly trained [25]; 2) the more abstract
the team task is, the harder it becomes to train high performing agents [82] (but not impossible
[40]); and 3) a distinct lack of proper design and integration within human-agent teams that leads
to confusion and poor understanding between the two types of team members. The solution to
this discrepancy is to leverage the individual strengths of the Al and the human to move team
effectiveness beyond what each is capable of achieving alone.

While Al training will always strive for better reliability and individual performance, these
performance gains will not mean much if the collective exists in dysfunction, unable to benefit
from the unique abilities of each team member. This assertion is backed up by many recent studies
which found that while high-performing Al does engender higher trust in human teammates [101],
their performance was not a predictor of the teams’ performance as a whole [3]. Additionally,
improvements to an Al teammate’s performance and effectiveness can be offset entirely if those
improvements change the user experience and present compatibility problems [4], further empha-
sizing the need to focus on team-level research and improvement of HATs. Team cognition holds
the key to leveraging the unique advantages presented by HATSs, as effective shared mental models
can allow Al and humans to possess a mutual understanding of what tasks and team functions the
other is best suited for, allowing for the quick and efficient allocation of team functions [3].

2.2.2 Human-Agent Relationships and Trust in HATs. Team composition affects characteristics of
HATs directly through the social relationship between humans and artificial agents. Similar effects
can be seen in human-human teams as team composition is known to affect situational awareness
and team cognition [27, 89]. Unfortunately, humans accepting agents as full team members and
giving them an equal level of respect as their human counterparts is not nearly as straightforward
as it seems, and past CSCW research addresses this. For example, when participants played a video
game with Al teammates, they adopted a neo-feudalistic view of the agent teammates that created
unequal rights for the agents [97]. Such results are also found in the CSCW domain, where research
indicates that humans are more likely to place blame for failures in online cooperative games on
Al rather than human teammates, even if that Al teammate was a human pretending to be an Al
[67]. Humans were also less likely to save Al teammates than human teammates and significantly
misjudged their Al teammate’s abilities compared to judging their human teammate’s abilities [74].

Such results may be characterized by the consequences of the social identity theory, which
posits the existence of "in-group" and "out-group" factions within teams/groups. These factions
lead those in the in-group to see others in the group positively and identify with the group’s
common stereotype [90], while dehumanizing members of the out-group [94]. Recent CSCW
research supports the existence of this perspective, as humans were shown to treat Al unfairly
and specifically used the terms "I" and "they" to describe humans and Al teammates, respectively
[103]. Research on trust in HATs also reflects deficiencies in the relationship between humans and
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agents as they make humans trust their teammates less [63], revealing consequences of poor team
cognition. Trust was also highly related to team performance [63], which is another outcome of
team cognition that further emphasizes the importance of studying the outcomes in concert with
the construct itself. Such a dysfunctional relationship between humans and agents may make it
exceptionally difficult for HATs to support team cognition. Specifically, human team members may
be adversely affected when outnumbered by Al and vice versa, making it essential to understand
how team composition affects HATs and if theories like social identity apply to helping those in
the field understand the cause of such effects.

These considerations motivate our research questions to highlight: 1) the importance of team
cognition to fully leveraging both the human and the agent when designing for HATs; and 2)
the significance of team composition to the outcomes of the team cognition being developed and
supported by that team design.

2.3 Team Cognition in Human-Agent Teams

While team cognition has received attention in contexts of human-human teaming [68, 73], how it
may be fostered and experienced differently in HATs is understudied. The most recent review of
existing empirical research of HATs included team cognition as one of several focus areas [75]. The
handful of studies collected revealed several insights, despite the overall dearth of literature. For
example, it was shown that virtual agents with agreeable personality traits lead to higher perceived
team cognition [36]. Additionally, the study’s results indicated that agents with personality traits
more closely aligned to their human teammates engendered higher perceived team cognition
[36]. Perceived team cognition also shared a positive relationship with both verbal and non-
verbal communication in HATs and retained its positive relationship with team performance
[35]. Unfortunately, other research has indicated roadblocks that may prevent high levels of team
cognition compared to human-only teams. Specifically, research shows that HATs may possess more
rigid team cognition (inability to adapt to environmental changes rapidly) [18]; however, HATs
can overcome this rigidity if they can engage in effective communication and develop accurate
situational awareness [20].

Research on the fundamentals of team cognition in HATs is essential to better utilize applied
research and interventions that seek to improve team cognition in HATs. For example, studies
have focused on applying interventions to HATs to enhance team cognition and team effectiveness.
For example, a unique cross-training technique leveraged Markov Decision Chains to represent
the autonomous agent’s mental model and fine-tune it by training with their human teammate,
resulting in significantly improved levels of team performance and trust [72, 86]. Another study
deployed a system that shared team members’ current cognitive load and beliefs with other human
and autonomous agent teammates. The autonomous agent teammates then utilized the information
to understand the humans’ current status better and develop better shared mental models [22].
These studies demonstrate the potential for developing systems that enhance team cognition.
Accordingly, without research into the fundamental nature of team cognition in HATSs, such applied
efforts are severely limited.

Lastly, research on team cognition in HATs should utilize robust measures of the construct
known to capture its content and structure. A majority of the studies measuring team cognition
in HATs have used broadly applicable Likert scale questionnaires, which, while more accessible,
only capture the content of a shared mental model, not its structure [68]. Therefore, simplified
measures of team cognition are only regarded as elicitation tools and not shared mental model
measurement techniques [68]. Paired sentence comparison and concept mapping are examples
of techniques that measure both content and structure [68], with the current study employing
paired sentence comparisons. While a variety of team cognition measurements in HAT research is

Proc. ACM Hum.-Comput. Interact., Vol. 6, No. GROUP, Article 13. Publication date: January 2022.



Let’s Think Together! 13:7

positive, given the importance of capturing shared mental model structure and the lack of studies
utilizing measures that do so, a significant gap in the literature is exposed.

It is essential for the CSCW community to characterize how team cognition develops in HATSs
and how team design aspects like team composition affect its outcomes. Understanding team
cognition helps to ensure that humans and Al can identify the shortcomings and strengths of each
other, leveraging this knowledge to enhance team performance effectiveness. This assertion can
be accomplished by addressing the significant gaps that currently exist in HAT team cognition
research, such as the lack of empirical research on shared mental model development in HATs vs.
human-human teams (RQ1) and the effects of team composition on key outcomes of team cognition
including its perception, team performance, and trust (RQ2).

3 METHODS

The current study employs a mixed-methods design to capture and analyze team cognition’s
formation in teams with varying numbers of agents and humans. The experiment utilized the
well-published and validated team research platform known as NeoCITIES [38, 39, 45, 62], which
provides an excellent environment to study team cognition and team interaction within both
human-human teams [34], and HATs [82]. A 1x3 experimental design was developed as shown in
Table 1 to study the effect of various team compositions on the development of team cognition and
its related outcomes.

Table 1. Experimental Conditions

Condition Number | Team Composition Pattern
Condition 1 (HHH) Human-Human-Human
Condition 2 (HHA) Human-Human-Agent
Condition 3 (HAA) Human-Agent-Agent

3.1 NeoCITIES Task and Roles

NeoCITIES uses a fictional college town in which three players work together in interdependent
roles to respond and complete emergency tasks occurring over time. These roles include Hazmat,
Police, and Fire, each with a triad of resources to address events that occur. With three unique
interdependent roles, NeoCITIES provides an excellent opportunity to observe the different possible
combinations of interactions between humans and agent teammates in the context of emergency
response management. The versatility of NeoCITIES is the driving force behind its success as an
experimental platform for teams, making it a valuable asset to researching team cognition in HATSs.
The interface of the simulation can be seen in Figure 1.

The interface of NeoCITIES is designed to simulate an emergency response role as if the user
were acting in a supervisory position. As part of their duty in this fictional college town, participants
must determine when and where their respective resources need to be assigned based on active
events in coordination with other teammates. The interface presents consistent tools amongst all
team members regardless of their role to create situational awareness. Tools include a manifest of
their resources, active and past events, event descriptions, a chat function to communicate with
teammates, and the current objective for all team resources. Participants were also given a spatially
accurate map that displayed each teammate’s resources, home bases, and currently active events.
Accordingly, all team members could establish a level of shared cognition for their responsibilities,
resources, strategies, and teammates.
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Fig. 1. NeoCITIES Home Screen Interface

During each of the four nine-minute rounds, nine different events occurred that required a
response from the team to complete successfully. These nine events and their requirements are
shown in Table 2, and each event’s location was changed between rounds. Each event must be
completed with specific resources, but an additional layer of complexity is introduced as many of
the resources themselves differ in speed. For example, in the time limit allowed, some resources
could cover more distance compared to other resources; specifically, the slow resources consisted
of the investigators, ambulance, and chemical truck. The other resources were equal in speed
except for the fire truck, which was the fastest resource of all. Each event in Table 2 can also be
categorized into three difficulty ratings (1 = Low, 3 = High), which are based upon the number of
resources required, the speed of those resources, and the location of those events. This feature of
the simulation made time and distance an additional dimension for the team to consider in decision
making, which allows for additional insights into how individuals are cognizant of their respective
team members’ situations and their approaches to a problem.

Table 2. NeoCITIES Events and Necessary Resources to Complete Them

Order | Emergency Event Necessary Resources
1. | Football Weekend Briefing Investigator
2. | Tanker Collision Squad Car, Fire Truck, Chemical Truck (In That Order)
3. | Escort a Senator SWAT Van
4. | Smoking Kills Fire Truck
5. | Field Chemical Removal Chemical Truck
6. | Luncheon Nausea Ambulance, Investigator
7. | Possible Student Rave Investigator, Squad Car
8. | Old Main Frame Shoppe Fire | Investigator, Fire Truck
9. | City Hall Bomb Threat Bomb Squad, Investigator

3.2 Autonomous Agent

This study incorporated an expert system programmed to complete the NeoCITIES task in either
the Police and or Hazmat role with high accuracy and flexibility to adapt to needs signaled by its
teammates. This system was only applied to team conditions with an agent team member (Condition
2: HHA and Condition 3: HAA; Condition 2 fielded an agent in the Hazmat role only). Expert
systems are a branch of applied Al and are designed to represent expert-level human knowledge in a
task [53]. In the current study, the expert system continuously managed the allocation of resources
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to events based on the simulation state. The expert system was flexible to human teammates because
it could make decisions that reacted to the humans’ actions or requests to increase the team score.
Accordingly, the expert system was developed to recognize its teammates’ decisions and plan on
the resultant consequences of those decisions. This implementation allowed the expert system to
possess a collaborative "mentality” with which they replicate their teammates’ level of awareness
to assist them better [9].

The chat communication provided by the agent was not a feature of the expert system and was
instead accomplished using the Wizard of Oz technique. This technique has a trained experimenter
represent a feature of the system (chat communication in this case) to an unknowing participant
[61]. The Wizard of OZ technique is often used to simulate capabilities of Al when not fully
computationally available [61]. The trained experimenters followed a script developed through
multiple iterations of pilot testing. The agent’s capabilities were conveyed to participants beforehand
to help control for participants expectations of the agent teammate. The agent was described as an
expert level player in the role they were assigned (Hazmat in the HHA condition, Hazmat and Fire
in the HAA condition). Additionally, the agent was described as having advanced text generation
and understanding capabilities similar to Siri or Google Home regarding the NeoCITIES simulation,
but no other topics. Thus, the agent could take requests, offer information, and respond coherently
as long as the subject involved the NeoCITIES simulation.

3.3 Participants

This study recruited 66 participants (31 Males, 35 Females) from a departmental subject pool at a
major university in the USA. The average age of participants was 18.91 (SD = 1.51). The participants
were placed into conditions, teams, and NeoCITIES roles at random, and they did not know each
other before participation. Participants received course credit for their time as an incentive for
their participation.

3.4 Procedure

The novel COVID-19 global pandemic forced in-person research to a standstill due to the highly
contagious nature of the coronavirus [80]. Following appropriate social distancing techniques
to mitigate the risk of infection, this study was conducted remotely through the high fidelity
video-conferencing application Zoom, which is very effective for remote research and was used
by multiple researchers in the past year [2, 28]. All Zoom sessions were monitored and conducted
by trained experimenters who continuously observed participants, much like a typical in-person
experimental setting. Any participants observed within the simulation, survey, and/or Zoom not
paying attention or taking the experiment seriously were dismissed. Trained experimenters gave
all participants the same information and instructions following a predefined protocol approved by
the local Institutional Review Board.

Each condition collected data from 10 teams; however, due to over-scheduling, the HHH condition
consisted of 12 teams instead of 10. The experiment was conducted between-subjects where each
participant only participated on one team in one condition. Students signed up for a particular
testing time and received a Zoom meeting identification and password to enter the secure, virtual
environment. Students were instructed through video and audio modalities and interacted with
the experimenter in the same fashion. The session began by collecting informed consent from the
participants, followed by demographic information.

Afterward, experimenters introduced the study in more detail, providing information on what
team cognition is and an overview of the simulation. Participants were assigned their team roles,
and participants were informed which role(s) would be taken by an Al teammate, if applicable.
Participants were then taken to the simulation training page, where each feature of the simulation
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Table 3. Participant Numbers

Overall: 66 (32 Teams)
HHH: 36 (12 Teams) | HHA: 20 (10 Teams) | HAA: 10 (10 Teams)

was explained in detail alongside video examples. This training page was followed by an in-game
training round where all players could ask questions about the interface and the simulation itself.
Once the training was complete, and participants agreed to start, the next round began, and they
were no longer able to ask any questions.

After completing each round, participants were shown their score and linked to the next round,
which began when team members were ready. Each round lasted for nine minutes, and the teams
worked together for 36 minutes in total within the NeoCITIES simulation. In congruence with past
literature, this amount of time is adequate to develop team cognition [65, 70]. Upon completing the
four rounds, the experimenter instructed the team to navigate the survey to complete the post-task
measures. The post-task survey collected their team and task mental models, perceived cognition,
trust in agent teammates, subjective team performance, and a series of free-response questions.
Once completed with the post-task survey, participants were free to leave the Zoom session and
were compensated for their participation with course credit.

3.5 Measures

3.5.1 Task and Team Mental Models. Mental Models of the task were measured using paired
sentence comparisons [6], a strategy that has long been utilized in the past to measure both the
content and structure of shared mental models [48, 60, 68, 91]. Participants were asked to judge the
relationship between all significant task attributes on a nine-point Likert scale ranging from -4 to 4
and anchored by "Negatively Related" to "Positively Related" (with 0 representing "Not Related").
Task attributes were identified through comprehensive task analyses with subject matter experts
(NeoCITIES simulation designers). The task attributes were as follows: (1) familiarizing with the
simulation layout, (2) determine which resources are at your individual disposal, (3) determine location
of event, (4) send resource to event if available, (5) learn what resources your teammates have, (6) recall
resources, (7) determine resource allocation based on event importance, (8) send resources in the correct
order for critical events. By assessing how positively related, unrelated, or negatively related each
attribute was to the others, a network of relationships can be created, capturing the content and
structure of their mental model.

The same methodology was applied to obtain a participant’s team mental model, but the collection
of teaming attributes was different. The attributes compared are more generalized and were
explicitly taken from past shared mental model research [50, 60]: (1) amount of information, (2)
quality of information, (3) role/responsibility, (4) interaction patterns, (5) communication channels,
(6) role interdependencies, (7) teammates’ skill, (8) teammates’ attitudes, (9) teammates’ preferences.
Participants were also given definitions of each team attribute listed.

3.5.2 Mental Model Similarity. The Pathfinder network scaling algorithm was used to determine
mental model similarity, which is familiar to shared mental model research [14, 60, 68, 69]. This
algorithm inputs the participant’s pairwise comparisons of the predefined attributes to create
graphical representations of their mental models [85]. Each attribute represents a node in the graph,
and the assessed relationships between attributes are the links between nodes. A similarity metric
is produced by comparing two networks to provide a similarity rating between zero (no similarity)
and one (perfect similarity) of the two. Pathfinder can only provide a similarity metric for two
human team members at a time and therefore the HHH team had their three possible pairings
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averaged together for a single team similarity metric, which is standard practice [54, 81]. Al agents
cannot provide any ratings, so the HHA condition produced a single comparison, while the HAA
condition could not produce any comparison. This method was the same for the task and team
mental models.

3.5.3 Perceived Team Cognition. Perceived team cognition was measured using the Teamwork
Schema Questionnaire [76, 78]. Participants were asked to rate the importance of a series of state-
ments to their idea of teamwork. The participants were then presented with the same statements,
but this time were asked to rate how important they believed each statement was to their human
teammate(s) idea of teamwork (one assessment for both human teammates). If the participant
had AI teammate(s), they also completed an assessment for them (one assessment for both Al
teammates). Together these questions created a measure of congruence representative of total
perceived team cognition. Perceived team cognition was calculated by taking the absolute difference
between the participant’s teamwork ratings and the teamwork ratings they chose for their human
and Al teammates. The scores were then scaled by the number of comparisons made on the team.
Scores ranged between 0 and 84, with lower scores indicating higher perceived team cognition.

3.5.4 Objective Team Performance.

(end — start)
(limit — start) = dif ficulty

EventScore =

(1)

100 = [ (worstScore — rawScore)

Team$S = 2
camscore (worstScore — bestScore + 1)] @

NeoCITIES calculates team performance using Equations 1 and 2, which have been utilized in
past HAT research [65]. The variables within Equation 1 like "(end - start)" refer to the duration it
took the team to complete the event successfully, from the moment the event became active, while
"limit" referred to the time limit associated with that event. The "difficulty” variable referred to
that event’s particular difficulty rating. The variables in Equation 2 like "Raw Score" represent the
cumulative sum of the actual earned "Event Scores," while "Worst Score" represents the cumulative
sum of the theoretical worst "Event Scores." Similarly, "Best Score" is the cumulative sum of the
theoretical best "Event Scores." Accordingly, the equation produced objective team performance
scores ranging from 0 to 100 based upon the team’s accuracy, speed, and ability to complete events,
with higher scores indicating higher objective team performance. Additionally, the team scoring
equations punished for wasting valuable resources on events that were not actually resolved.

3.5.5 Perceived Team Performance. Perceived team performance was measured using the Team
Effectiveness Scale [79]. Subjects were asked to respond to questions that gauge how well they
believe their team performed in the task on a five-point Likert scale ranging from "Strongly Disagree"
to "Strongly Agree!" The resulting scores ranged from 8 to 40, with higher scores indicating higher
perceived team performance.

3.5.6 Al Trust. Participants’ trust in the agent teammate they worked with in NeoCITIES was
measured using statements derived from the principles of trust and distrust as defined in recent
literature [56]. An example statement was, "Did you feel confident in the Al you just worked with?"
which was rated on a five-point Likert scale ranging from "Strongly Disagree" to "Strongly Agree.
Scores ranged from 6 to 30, with higher scores indicating higher levels of trust in the agent.

3.5.7 Qualitative Questions. Participants were presented with an opportunity to provide more
details about their experiences and opinions after the experiment within the post-task survey. The
open-ended questions were designed to extract participants’ experiences working with the agent
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and how team cognition developed within their team. Responses underwent thematic analysis
[7, 26, 92], where participants’ statements were analyzed for themes that related to the study’s
research questions. After the analysis was completed, quotes were extracted to concisely illustrate
those themes.

Thematic analysis offers insight into how individuals construct their perceptions, understandings,
and accounts of the felt experiences in teamwork [88]. The analysis used the following phases: 1)
two of the authors read through all of the narrative information provided by participants to achieve
an understanding of how team cognition developed; 2) two of the authors then combed through the
narratives to identify thematic topics based upon participants descriptions of how team cognition
did or did not develop within their team, how, and why, as stated in RQ1; 3) all authors reviewed
and debated the themes and sub-themes identified in Phase 2; 4) the first author identified strong
example quotes that best represented the themes and sub-themes identified in Phase 3; 5) all authors
again reviewed and debated the refined themes and sub-themes, using the quotes identified in Phase
4 to synthesize the similarities and differences in team cognition development between traditional
human-human teams and HATs. Differences between the two authors identifying themes in Phase
2 were resolved through open discussion and, if necessary, discussed and resolved with all authors
in Phase 3.

4 RESULTS

To answer our RQs, we present our findings in two parts. Both sections report on data addressing the
two stated research questions with the quantitative results reporting on the analysis of the empirical
measures of performance, shared mental models, and the associated perceptions of team cognition,
performance, and trust in Al. The qualitative section focuses on the similarities and differences of
developing team cognition in human-human teams vs. HATs. The quantitative analysis section is
organized by dependent variable, while the qualitative results section is organized by each major
theme identified.

4.1 Quantitative Results

The quantitative results are divided into three major sections to address the study’s research
questions, and each is explicitly focused on one of the three categories of dependent variables
measured. Each dependent variable and its mean and standard deviation can be seen in Table 4.
Average score and perceived team performance are covered first, followed by the team cognition
variables of team and task mental model similarity and perceived team cognition, and lastly, trust
in Al is covered as the final component of the team perceptions that make up team cognition.
Additionally, all statistical assumptions for tests (i.e., normality, homoscedasticity) were met for all
analyses unless otherwise stated.

4.1.1 Objective and Perceptive Team Performance. The current study took two measures of team
performance in all three conditions, the first being an objective measure of the teams’ collective
performance in the NeoCITIES simulation, and the second was a measure of how well the team
perceived their collective performance to be. Analyzing differences in the three conditions’ perceived
and objective performance contributes to answering RQ2.2, shedding light on how team composition
affects the outcomes of team cognition.

To determine whether team performance changes as a function of team composition, a one-way
ANVOA was conducted. The main effect of team composition on objective team performance was
statistically significant, F (2, 27) = 6.07, p = .007. Also, the effect size (5? = .31) indicated that 31% of
the variance in objective performance could be explained by team composition, which is a large
effect size [11].
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Table 4. Mean and Standard Deviations for Dependent Variables

HHH HHA HAA
Measure Mean (N) | SD | Mean (N) | SD | Mean (N) | SD
Team Performance 86.62 (12) | 3.81 | 89.08 (10) | 3.20 | 91.97 (8) | 2.80
Trust in Al N/A(0) | N/A | 26,55 (10) | 2.33 | 2430 (10) | 2.26

Perceived Team Performance | 31.83 (12) | 3.03 | 35.30 (10) | 1.70 | 34.80 (10) | 2.97

Perceived Team Cognition 8.19(12) | 6.18 | 11.28 (10) | 3.28 | 12.10(10) | 7.74
Team Mental Model Similarity | 0.30 (12) | 0.06 | 0.28 (10) | 0.12 | N/A(0) | N/A
Task Mental Model Similarity | 0.31(12) | 0.07 | 0.35(10) | 0.08 | N/A(0) | N/A

Because team composition was found to be significantly related to objective team performance,
post hoc analyses were conducted using Tukey’s HSD. This analysis revealed that the HHH condition
(M = 86.62, SD = 3.81) did not have significantly different objective performance from the HHA
condition (M = 89.08, SD = 3.20). The HAA condition (M = 91.97, SD = 2.80), however, did have
significantly higher objective performance than the HHH condition, but not the HHA condition.
These differences can be seen in Figure 2a.
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Fig. 2. Measures of objective and perceived team performance

An additional one-way ANOVA was conducted to assess whether perceived team performance
changes as a function of team composition. This analysis revealed that the effect of team composition
on perceived team performance was statistically significant, F (2, 29) = 5.53, p = .009. In addition,
the effect size (n? = .28) indicated that 27.6% of the variance in perceived team performance could
be explained by team composition, which is a large effect size.

Since the ANOVA revealed significant differences in perceived team performance as a function
of team composition, Tukey’s HSD post hoc analyses revealed that the HHH condition (M = 31.83,
SD = 3.03) reported significantly lower perceived team performance when compared to the HHA
condition (M = 35.30, SD = 1.70). Additionally, the HHH condition had significantly lower perceived
team performance when compared to the HAA condition (M = 34.80, SD = 2.97), and there were no
significant differences between the HHA and HAA conditions. The results of these analyses can be
seen in Figure 2b.

While the difference is not significant, it is interesting to point out that the trend seen in Figure
2a is not maintained in Figure 2b. This trend points to an apparent misconception of how humans
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perceived their team’s performance when they were the only human on the team compared to
their team’s objective performance.

4.1.2 Team Cognition. Three different measures of team cognition were collected, but all three
did not apply to all conditions. Team and task mental model similarity applied only to the HHH
and HHA conditions and measures how similar the content and structure of the individual team
members’ mental models were. The last measure of team cognition, perceived team cognition, was
measured in all three conditions and measures only the perception of team cognition within each
team. Finally, the HHA condition was in a unique position to measure perceived team cognition
with human teammates and perceived team cognition with agent teammates within the same team.
This subset of analyses contributes to answering RQ1 and RQ2.1, which investigate the similarities
and differences in team cognition’s development and perception across team compositions.

A check of statistical assumptions revealed significant heteroscedasticity between the HHH and
HHA conditions in team mental model similarity. Because of this a Mann-Whitney U test was used
to determine the effect of team composition on team mental model similarity. The average team
mental model similarity for those in the HHH condition (M = .31, SD = .06) was higher than those
in the HHA condition (M = .28, SD = .12), but this difference was not statistically significant U(
Nwam) = 12, N(apay = 10) = 70, p = .54, rb = .17. These results can be seen in Figure 3a. Finding
significant heteroscedasticity is noteworthy as this result can be more than the violation of a
statistical assumption and can instead contribute meaningfully to understanding how various
individual differences may contribute to teams and teamwork [84].
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Fig. 3. Measures of team and task mental model similarity and perceived team cognition. All error bars
represent bootstrapped 95% confidence intervals

To assess the effect of team composition on task mental model similarity, an independent samples
t test was conducted between the HHH and HHA conditions. Teams in the HHH condition averaged
a lower task mental model similarity (M = .30, SD = .07) than those in the HHA condition (M =.35,
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SD = .08), but this difference was not statistically significant, #(20) = 1.66, p = .113, d = .71, with the
estimated Cohen’s D indicating a medium effect size [11]. These results can be seen in Figure 3b.

To assess whether perceived team cognition changes as a function of team composition a one-way
ANOVA was conducted, which indicated that the differences seen in Figure 3¢ were not significant,
F (2, 29) = 1.30, p = .287. Additionally, the effect size (5? = .08) indicated that 8.3% of the variance in
perceived team cognition could be attributed to team composition, which is a medium effect size.

Lastly, since participants in the HHA condition provided a perceived cognition score for both
their agent teammate as well as their human teammates, the two values can be compared to
determine if humans perceive different levels of team cognition with human and agent teammates.
An independent samples t test revealed that teams in the HHA condition perceived lower levels of
team cognition with their agent teammate (M = 13.48, SD = 6.27) than with their human teammate
(M =7.97, SD = 5.06), and this difference was significant, #(40) = 3.14, p = .003, d = .97, with the
estimated Cohen’s D indicating a large effect size. This difference can be seen in Figure 3d.

In summary, while shared mental model results indicated no significant differences between
human-human and human-agent teams, there is value in insignificant results [43], and there are
also essential trends to identify here. HATs had lower team mental model similarity, and their
similarity levels were significantly more varied than human-human teams, but HAT’s had greater
task mental model similarity than human-human teams. This trend reveals that even though HAT’s
team mental models suffer, the agent teammate is capable of setting an example for their teammates,
and in doing so, they enhance the team’s shared understanding of the task, as posited in prior HAT
research [65]. Finally, human team members perceived significantly less team cognition with agent
teammates than human teammates, as shown in the independent samples ¢ test, and this trend was
reflected in the ANOVA of the three conditions.

4.1.3 Al Trust. The final quantitative analysis is focused on differences in Al trust or how much
trust team members had for their agent teammates. This measure applied only to the HHA and
HAA conditions. This analysis supports RQ2.3, which explores how trust in Al is affected by team
composition as an outcome of team cognition.

To determine whether Al trust was affected by manipulations in team composition, an indepen-
dent samples ¢ test was conducted. HHA teams reported higher levels of Al trust (M = 26.55, SD =
2.33) than HAA teams (M = 24.30, SD = 2.26), and this difference was significant, #(18) = 2.19, p =
.042, d = .98, with the estimated Cohen’s D indicating a large effect size. This difference is shown in
Figure 4.
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Fig. 4. Trust in Al Teammate(s). Error bars represent bootstrapped 95% confidence intervals.
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4.2 Contextualizing the Development of Team Cognition with Human vs. Agent
Teammates

The qualitative findings provide additional detail and context to RQ1 by directly revealing par-
ticipants’ relevant opinions and lived experiences throughout the collaborative simulation. In
concert with the quantitative results, this analysis provides a holistic and detailed picture of team
cognition development in HATs compared to human-human teams. Each quote is followed by a
participant’s identifier and their assigned condition. Additionally, the context of each quote given
by participants is supplemented by words taken directly from the question they were answering at
the time, indicated by the square brackets.

4.2.1 Similarities in Team Cognition Development Between Human-Human Teams and HATs. The
findings revealed two clear similarities in team cognition development between human-human
teams and HATs. The first was the iterative nature of team cognition, and the shifting focus
human teammates have as they gain experience with their teammates (agent or human). The other
similarity was how effective communication rapidly accelerates the formation of team cognition
and how essential that accelerant is to many teams that cannot suffice on implicit communication
alone.

4.2.1.1 Developing team cognition is an iterative process. Much like human-human teaming, the
development of team cognition in HATs appears to be an iterative process, taking place throughout
a series of shared experiences with teammates. Teams begin with very little if any shared experience
apart from the instructional video, and the process of becoming accustomed to the game together
presents an excellent opportunity to develop team cognition. This iterative process represents the
natural progression of team cognition developing due to collective successes and failures over time.
P206 and others explicitly noted how they were aware of their team cognition steadily growing
throughout each game:

"It [team cognition] happened in the later games. Personally, I did not know what I was
doing in the first game, but then got an understanding of it as the game went on." (P206-
HHA)

"Yes [I feel team cognition was established], through each game, team cognition grew and
grew." (P218-HHA)

"It [team cognition] happened in the later games, because we got more comfortable with
the tasks as we moved up levels." (P121-HHH)

According to these participants, the initial games saw them learning more about the task and
the various events they needed to respond to at an individual level, while in the later games, they
become familiarized with it collectively. For example, P121 highlighted their team’s collective
comfort with their task. P206 exemplifies this same iterative process, clearly demonstrating how
similar the iterative process of team cognition is as team member focus shifts from individual to
collective familiarization.

The iterative process exemplified above can be broken down further as the additional rounds
present an opportunity to continue to learn the intricacies of the simulation and their teammates’
tendencies. Specifically, the later rounds show teammates what to expect from certain roles within
the team and their interdependencies with the other two NeoCITIES roles. These later rounds
present an opportunity for teams to take advantage of this acclimation and leverage a collective
strategy:

"Later games went much better than the earlier ones as we got a feel for the strategy."
(P223-HHA)
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"Yes definitely [team cognition developed], as the game progressed I think we all developed
an understanding of the game and of each member’s responsibilities." (P110-HHH)

According to these participants, when it comes to the transformation of team cognition over
time, HATSs are similar to human-human teams in that adding high-performing teammates to teams
does not simply speed the process up. As P110 suggested, it took time for human teammates to
familiarize themselves with the shared task and the specific responsibilities of team members.
Agents appear to be along for this ride and play a significant role in cultivating and sharing this
iterative experience as the following theme’s showcase.

4.2.1.2 Communication is a rapid accelerant of team cognition development. The importance of

communication extends to both human-human teams and HATs. Participants indicated that the chat
was the main focus while completing the simulation with their team, and they heavily associated
communication with the establishment of shared cognition:

"[Everyone thought about cooperating and responding to events the same because] When

we told each other what would be quickest, we listened and the outcome was better than

what it would have been." (P132-HHH)

"[Everyone thought about cooperating and responding to events the same because] Each

member started to say where they were sending their resources and were asking others to

send resources based on closeness to the event." (P219-HHA)

The above quotes showcase how vital the chat communication feature was to HATs and human-
human teams alike. As P132 specifically highlighted, communication was instrumental to their
team developing a shared understanding and subsequently improving their teaming outcomes.
P219 also identified how the chat supported a shared strategy that their team developed over time,
accelerated by communication.

On the other hand, some teams reported that the lack of communication specifically indicated
their team lacked team cognition:

"[Team cognition was] Not at all [established] there was not a lot of communication and
in the end we still failed [the] task." (P135-HHH)

P135 is a clear example of teams that, for one reason or another, are unable to develop any form
of shared understanding through implicit communication and specifically require the acceleration
and support that explicit communication provides for the development of team cognition.

HAA teams echoed this sentiment. These teams stated that they did not communicate with the
agent teammates much or outright stated that they would have communicated more if working
with humans instead of agents:

"No [I don’t think team cognition was established], I think there would have been more
discussing if it was with other humans." (P308-HAA)
"I didn’t really communicate [with the agent teammates] that much." (P303-HAA)

These quotes should signal the growing need for more discussion-driven features to be included
in some agents to overcome the barrier put in place by some human teammates.

Surprisingly, a handful of teams felt capable of developing and establishing team cognition
without the need for explicit communication. These teams utilized spatial information to implicitly
coordinate themselves in response to each other’s actions, intentions, and implied strategy, perfected
over time. This sentiment is, of course, not shared across all teams with little communication.
Nevertheless, it does reveal that some team tasks may support the development of team cognition
through implicit communication and spatial information:

"[Teammates] Partially [thought about cooperating and responding to events the same], it
seemed like we anticipated each others movements and responded to each other somewhat"
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(P136-HHH)
"[Team cognition was] Somewhat [established], we did not quite communicate but we
ended up doing pretty well" (P205-HHA)

While explicit communication may not be necessary to develop team cognition in all cases, it is
clearly a significant driver and accelerant of team cognition. This assertion makes it essential that
task-related spatial information be included whenever possible for teams, especially for HATS, as
many agents have significant limitations to their communicative abilities.

4.2.2  Differences in Team Cognition Development Between Human-Human Teams and HATs. The
findings also revealed two significant differences in team cognition development between human-
human teams and HATs. Each center around communication and design. The first actionable
difference between human-human teams and HATs was the importance of action-based communi-
cation from the artificial agent to the human teammates when developing and supporting team
cognition. The second was how foundational shared goals were to convey through communication
and design to help connect human teammates to agents.

4.2.2.1 Building team cognition in HATs centers around actionable communication from the agent.
Not all forms of communication are equally important to developing team cognition in HATs.
Action-related communication events were consistently identified as fundamental to building
team cognition in HATs. Action-related communication is of specific importance as it is the most
task-related and is typically time-sensitive, meaning these communication events have significantly
more emphasis by their very nature. As a result, human teammates place particular importance
on communication events relating to task actions, with P208 and P219’s quotes illustrating such
importance:

"Yes [I trusted my agent teammate] because I could ask them to do certain things" (P208-
HHA)

"Yes [everyone thought about cooperating and responding to events the same], [because]
each member started to say where they were sending their resources and were asking
others to send resources based on closeness to the event." (P219-HHA)

According to P208 and P219, team cognition is developed between team members as the event-
related communications with the agents help human teammates better understand facets of the
simulation like task events and their resources. Such action-related communication also helps
put those clearly defined roles into actual practice, focusing on the more nuanced developments
of team cognition found in the later rounds. Specifically, P308 and P206 responded positively to
agents putting their role and strategies into practice by making requests and conveying intent and
strategy:

"[An example of team cognition in my team was when] The other teammates would write
their next steps and discuss how they were going to move forward" (P308-HAA)

"[An example of team cognition in my team was] When a team member (the AI) would
ask one of us to do something." (P206-HHA)

Additionally, HATs identified when the agent began communication within their team or the
agent communicating an actionable request as specific examples of team cognition:

"[A specific example of team cognition in my team was] At the beginning when the Al
communicated." (P212-HHA)

"[A specific example of team cognition in my team was] When a team member (the Al)
would ask one of us to do something." (P206-HHA)
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The quotes above indicate that agents can bear the burden of initiating communication within
a team and help jump-start the accelerated development of team cognition. They also show that
human teammates see cooperative actionable communication from agents as especially valuable to
shared understanding.

Based on these findings, human members of HATs seem to specifically value action-related
communication from their agent teammates over other forms of communication. This form of
communication is significantly more effective in helping develop team cognition throughout the
entirety of the iterative process. Communication within HATSs should focus on perfecting these
aspects of communication to allow HATSs to develop high levels of team cognition.

4.2.2.2 Explicit shared goals in HATs are foundational for building team cognition in HATs. The
starting point for cultivating team cognition is a complex process that generally begins with
teammates familiarizing themselves with one another and the task. Agents do not share this process
with humans, making it difficult for many HATs to begin developing team cognition. Instead,
humans seem to rely on beginning the process of developing team cognition from the goal shared
between themselves and the agent, using it as a launching point for iteration through discussion
and shared learning. P306 and P218 specifically noted shared goals as being a foundation to shared
team cognition:

"Yes [everyone thought about cooperating and responding to events the same], because
everyone had the same goal in mind." (P306-HAA)

"Yes [everyone thought about cooperating and responding to events the same], [because] it
seemed that all team members cared about the goal of the game and cooperated together
to try to achieve it." (P218-HHA)

HATSs are in a unique position to utilize shared goals to launch the development of team cognition
as Al-powered agent teammates can be very high-performing team members. Agent teammates
are so high performing in some cases that human teammates look to them as an exemplar of how
to develop their strategy within the simulation:

"They were probably the best member on the team. They were able to get all of their tasks
done on time." (P223-HHA)

"I liked it [experience with the agent teammate], and trusted it more than myself and my
human teammate." (P206-HHA)

"It [the agent] displayed helpful abilities to the team.” (P204-HHA)

From these quotes, it is clear that human teammates are willing and actively looking to their agent
teammates for examples of effective taskwork when their shared goals are clearly defined. Therefore,
agents should be designed to set examples for human teammates in various facets of taskwork
and even communication. If such features are deployed, it will help unify the team’s collective
strategy and speed up team effectiveness, giving HATs the ability to form similar shared mental
models in task spaces rapidly. These quotes also show that participants had positive perceptions of
the agent’s abilities in communication and task performance, which had a positive effect on their
overall experience.

Unfortunately, facilitating team cognition from the start with clearly defined shared goals may
not always be enough for all individuals or teams as individual differences may lead some teammates
to doubt the agent in some way. This doubt or lack of understanding may lead human teammates
to ignore a dialogue with the agent despite its repeated communications, leading such teams to
perceive their agent teammate as a black box entity:

"Can’t really say [that the human team members paid attention to the agent teammate].
You can’t see what the Al is doing behind the scenes." (P222-HHA)
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"No [everyone did not think about cooperating and responding to events the same because]
everyone had their own ways of thinking about the events." (P210-HHA)
"I didn’t really communicate that much [with my agent teammates]" (P303-HAA)

The quotes above illustrate that even if agents can provide the action-based communication
utilized in the current study, there are still certain teams that cannot develop a shared understanding
with their agent teammates. P210 illustrated that they felt every teammate had individual strategies
to complete the simulation, while P303 indicated that they did not even communicate with their
agent teammates (despite the agent teammates communicating with them).

While clearly defined shared goals between humans and agents represent an excellent starting
point for team cognition to begin conceptualizing, this is not enough for some HATs. This problem
may be associated with certain individual differences and is an issue for certain HATs, as seen in
the following quotes:

" feel that since I was the only teammate that wasn’t an Al I had to think harder and
more about the task." (P308-HAA)

"I feel the human players acted on their own for a large part of the experiment, so while
we were working towards the same goal, without much experience in the game, it is hard
to say cooperation was very high." (P223-HHA)

"It seemed like myself and my human teammate responded similarly, but the AI was much
more confident in its actions." (P205-HHA)

These quotes display the effect that individual differences, such as biases and assumptions
regarding Al, impact team cognition development. Because of this shortcoming, clearly defined
shared goals should be coupled with high levels of transparency separate from the communication
of intent and action-related communications used in this study.

5 DISCUSSION

By manipulating team composition in teams completing the NeoCITIES task simulation and
collecting data on their shared mental models, performance, and trust, a holistic and detailed
picture of team cognition development can be gathered. Our findings have the following highlights
in response to the research questions: RQ1) Team mental model similarity levels did not differ
significantly between the HHH and HHA conditions; however, the HHA condition had significantly
higher variance than the HHH condition indicating a greater inconsistency in the HHA teams
ability to develop team mental models. Qualitative results indicated that team cognition is a highly
iterative process greatly accelerated by communication for traditional human-human teams and
HATs alike, however, action-based communication and explicitly shared goals were of much greater
importance to HATs than traditional human-human teams when developing team cognition; RQ2.1)
Objective performance results saw teams perform incrementally better with the addition of more
autonomous agent teammates, while the trend of perceived performance was not as consistent;
RQ2.2) Human teammates perceived significantly more team cognition with their human teammates
than their agent teammates; RQ2.3) Human teammates trusted their agent teammates significantly
more when they had one human and one agent teammate than when they had only two agent
teammates and this result suggests that the addition of a second agent teammate lowered their trust
in the agent despite the teams achieving objectively higher performance. The following discussion
highlights the implications of these findings to advance existing CSCW research on HATs and
team cognition while also identifying design recommendations for agents to enhance HAT team
cognition development. It also explains the limitations of the current research, which identify and
inform areas for future CSCW research.
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5.1 New Perspectives of Human-Agent Team Cognition through the Lens of Team
Composition

While society has already begun integrating HATs into the workforce, their effectiveness will be
severely limited without considering the human element within teaming. The current study results
indicate that several novel aspects of the human experience within teams play a significant role
in forming team cognition in HATSs, and the formation of team cognition subsequently impacts
the human experience. These insights thus add to the current CSCW knowledge on HATs and
team cognition by providing new perspectives of human-agent team cognition through the lens of
team composition, including: 1) how team composition may have adverse effects on team cognition
outcomes; and 2) the crucial role of individual differences in humans in the formation of HATs
shared mental models.

5.1.1 Team Composition Can Have Negative Effects on Team Cognition Outcomes. Specifically, the
quantitative results of the study identify a disconnect between objective and perceived team per-
formance trends when comparing the two. While the difference in average perceived performance
between the HHA and HAA conditions was not significant, HAA teams perceived their performance
much more inconsistently than HHA teams, showing significant heteroscedasticity between the
two. It is possible that being a minority member of a team led the participants in the HAA condition
to misjudge their teammates’ performance, which echos findings in human-human teaming where
teams with minority members had lower performance ratings by the internal members despite
external observers noting no such differences [5]. These results provide further evidence that the
inclusion of Al teammates may lead humans to create negative in-group, out-group dynamics in
HATSs. This assertion posits that human team members have a discriminatory bias against Al, which
is supported by past research [77], but this bias does not extend to judgments of its ability [37].
This negative effect from bias may be especially prevalent in HATs with humans in the minority or
have only a single human member, as seen in the current study’s trends.

Additionally, the HHA teams reported significantly poorer perceived team cognition with their
agent teammate than their human teammate. This result is notable as it helps explain the significant
variance shown in the HHA condition’s team mental models. This assertion is bolstered further by
the finding that trust in Al teammate(s), which is a byproduct of positive team interaction and team
cognition [17, 23], was significantly lower in HAA teams than in HHA teams. The qualitative data
provided additional insight by revealing that many HAT members reported a significant disconnect
between the two human teammates and the agent teammate. Practically, such results mean that
HATS could suffer from dissatisfaction with their team and teammates, reduced effectiveness, and a
lack of shared understanding, making it difficult for team cognition to manifest. Applied HATs in
manufacturing roles could be facing a significantly uphill battle as many factories seek to pair a
single human with multiple agent teammates [24, 83]. Choosing how, where, and when to make
humans the minority team member with Al teammates should be a careful practice coupled with
adherence to the most effective interventions identified here and in the literature to help counter
the adverse effects identified while also enhancing trust and communication and coordination.
However, it has been shown in prior research that positive prior experiences with agents can
increase humans trust in the agent [32, 33, 83], as such, this finding may change if participants
were to go through multiple teaming experiences with the agent like many real world HATs do.

5.1.2  Individual Differences in Humans Play a Key Role in the Formation of Team Cognition in HATS.
Results directly addressing team cognition through shared mental models showed no significant
differences between the HHH and HHA conditions in similarity levels; however, HHA teams did
have significantly higher variance (more inconsistent) in team mental model similarity compared
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to human-human teams. While it is a positive result that HHA teams could develop shared mental
models to the same level as HHH teams, it is concerning that their team mental models were less
consistent. HATSs in practice may have unpredictable teamwork efficacy because of this inconsistency
[60], and this result indicates that there are likely additional mechanisms that affect how HATSs
develop their team mental models.

The qualitative data sheds light on some potential factors at play as several HHA teams re-
ported instances where human teammates did not utilize explicit communication, did not clearly
understand the agent’s goals or perceived the agent as separate from themselves and their human
teammate. Alternatively, other teams reported that the communication of their agent sparked
helpful communication amongst the entire team, that they trusted their agent teammate the most,
or that they used the agent’s actions as guidance for themselves. These diametric results display
that the importance of individual differences, which have been a vital topic in CSCW [29], play
a pivotal role in the efficacy of HATs, especially in regard to the formation of team cognition.
This study demonstrates how these individual differences may lead to contradictory perspectives
from humans regarding the HATSs they operate within. These insights can aid in the deployment
and development of future HATs by informing CSCW researchers and practitioners how team
composition in HATs can both negatively and positively impact the human element of HATs based
on the specific perspectives of the prospective human teammates. As measured by mental model
similarity, the inclusion of team cognition becomes all the more important in HATs as it allows for
an empirical quantification of the variation that may exist between teammates due to individual
differences. Therefore, CSCW researchers and practitioners should consistently consider team
cognition and shared mental models to build HATs that can overcome individual differences to
build a more cohesive and effective team.

5.2 Design Recommendations for Agents to Enhance HAT Team Cognition
Development

Grounded in our findings, we propose three design recommendations that both CSCW researchers
and practitioners can use as leverage to produce more effective HATs and overcome some of the
adverse effects of team composition on team cognition. These design recommendations are centered
around communication, which is not surprising given how important it is to developing team
cognition [13]. Artificial agents also face significant challenges to effective communication given the
current struggles of natural language processing [102], meaning HATs struggle in this area without
effective design. The current design recommendations are essential and timely to the current
literature as they serve to enhance a critical facet of team cognition development (communication)
within an environment that historically faces extraordinary challenges to effective communication.

5.2.1 Agent Teammates Should Point Out Exemplar Behavior to Accelerate The Development of
Team Cognition. Our study’s quantitative and qualitative findings support the assertion that agents
working in HATs can enhance their team’s effectiveness and team cognition by being an exemplar
for their teammates and explicitly stating this feature. Direct quotes reveal human members of HATs
indicating that they trusted their agent teammate more than anyone else on the team (including
themselves), considered them the best team member, and displayed beneficial abilities to their team.
Agents in HATs should capitalize on this sentiment and leverage their strengths to initiate the
formation of team cognition. In agent design, this would be accomplished by designing the agent
to explicitly state that they can be seen as an exemplar for learning to complete the task effectively
and do so early on in the task. It should be stated, however, that the current study did not utilize
any natural language processing technology, and all communication was conducted using a script
and the Wizard of Oz methodology. As such, the following design recommendation considers the
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difficulty and practicality of natural language processing and only suggests predefined automated
communication snippets. Regardless, by providing human teammates with an exemplar of practical
strategies and tactics and calling attention to them via predefined communication snippets, the
team can develop faster, become more effective team members, and coalesce towards a more robust
shared task mental model. At the same time, this design feature would serve to break the ice in
team communication and may potentially lead to more communication overall. The current study
initiated communication from the agent in a similar manner by calling attention to the agent’s
decision to send a resource to an event, "Sending investigator to the Football Weekend Briefing."

In practice, this would involve designing agents to adhere to high levels of performance and
effective strategy (as they would typically), but also by pointing out to human teammates when they
are engaging in these behaviors by saying, "I just sent my investigator to the Smoking Kills event
because my resource was the closest." This way, teammates know why a decision was made and
the strategy behind it, providing examples of how to operate for their human teammates who may
still need help while also enhancing the explainability of the Al The content of these predefined
communication snippets and what action would trigger them would need to be determined by a
collaboration between the developers, project managers, and users to ensure the design feature is
practical and feasible.

5.2.2  Agent Teammate Communication Should Center Around Needed, In Progress, and Completed
Actions. Because team cognition was identified as an iterative process in HATs, communication is
a critical factor in accelerating its formation in HATs. The results overwhelmingly indicated that
communication rapidly accelerated team cognition development within teams and indicated that
communication related to action events was incredibly beneficial. These findings advance team
cognition literature by identifying a specific type of communication that significantly contributes
to team cognition development in HATs. From a design perspective, agents should be designed to
provide short, action-related communication that updates humans on actions that need to be done,
actions that are currently in progress, and completed actions. This dialogue should be associated
with spatial and temporal information while also happening in concert with implicit communication
done through task-related actions [52]. The frequency and timing of these communications are
left to the designer as these decisions should be made based on the specific task; however, their
utilization should still begin early in a team’s lifespan to ensure the requirements of the first
design recommendation are still met. Implementing these design recommendations allows humans
working within HATs to understand their agent teammates better, develop more effective team
cognition, and enhance trust in their agent teammates through the cross-validation of actions
agents take and their clear communication regarding teaming actions. Agent communication
should be designed to be effective and action-based, "I am sending my Ambulance to the Luncheon
Nausea event." This type of communication should change based on the task but and should not
over-saturate the communication feed.

5.2.3 Al Teammates Should Explicitly Utilize Shared Goals During Communication to Accelerate
Team Cognition’s Formation. Clearly defined individual expectations and shared goals also represent
a significant leverage point for HATs attempting to develop team cognition. The teams in the current
study identified with the agent(s) when they understood its expectations and saw its goals as being
aligned with their own. Specifically, teams reported that when they felt the agent shared their own
goals, they identified it as a contributing factor to the development of team cognition. As previously
stated, human teammates find agent teammates fundamentally different from themselves, which
is backed up in the current study’s data. Therefore, designing to emphasize shared goals should
encompass the following aspects: 1) the agent should convey its individual goals to the team clearly
and concisely; 2) the agent should emphasize how its individual goals integrate with other team
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goals; and 3) these details should only be communicated at the beginning of team formation unless
explicitly asked for again. If done correctly, this design should act as a type of agent equivalent
of the "norming" stage seen in traditional human-human teams [98]. Through practice, the team
will better understand what the agent is working towards and how it contributes to their shared
goal, connecting two fundamentally different types of teammates through their shared tasks. For
example, the agent in NeoCITIES could be improved by clearly stating its goals and how they
overlapped, "My goals are to send resources to events as efficiently as possible to complete as many
events successfully as we can. I cannot do this without everyone’s help and we must work together
to complete joint events as they occur.

5.3 Future Research and Limitations

One limitation of this study was that only a limited amount of qualitative data was collected in the
HAA condition compared to the other two, as only 10 participants operated from this condition (a
consequence of the experimental design). More qualitative data would likely uncover additional
themes relating to the differences between the HHA and HAA conditions and should be explored
in future research. Additionally, the current study was unable to collect structural information on
the shared mental models of the HAA condition because there were no other human teammates to
compare. This limitation is a consequence of both the current study and the measurement methods
selected for the shared mental model, even if it is the most robust measurement. Also, due to
this limitation, the current study was unable to measure the mental models of agent teammates
and was only able to characterize the team cognition of human team members. While perceived
team cognition can help make up for this limitation, measuring shared mental model content is no
substitute for proper measures of shared mental models [68]. The finding that the agent initiating
communication helps develop team cognition should also be interpreted with the limitation that
the current study was designed to have the agent communicate first, potentially leading towards
this finding. As alluded to in the above discussion, research has been conducted showcasing that
perceptions of agent teammates can be improved through positive prior experiences with agents.
As such, the current results focus on teams that only interacted for a single teamwork session, and
participant perceptions could change if given multiple teaming sessions. Participants also appeared
to perceive the NeoCITIES simulation as a game, which could alter their perceptions of the agent
and team when compared to real-world HATs, but this is a common limitation and trade-off of
simulated task environments with high internal validity.

Finally, the current study presents a host of exciting avenues for additional research to investigate.
Reliability in agents operating as full team members is an area of the team cognition literature with
very little prior research. While the current study indicated that reliability was critical to team
cognition, it is possible that with adequate transparency, any adverse effects of poor reliability
could be mitigated, just as past research on decision aid agents has found [66]. The effects of
agent teammates’ role in communication and communication development as it relates to team
cognition development should also be a topic of future research as the current study found evidence
for its importance. Additional future research should investigate if, as stated above, participants
perceptions change when given the opportunity to complete multiple teaming sessions and if
perceptions change when participants are given the opportunity to complete teaming sessions in
different HAT compositions (HHA and HAA). Finally, future research should also seek to develop
a validated methodology for measuring the mental models of agent teammates, or at the least,
disambiguation of the construct that agents possess that can be compared to its human teammates.
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6 CONCLUSION

The burgeoning CSCW literature on HATs motivating this research has yet to empirically char-
acterize team cognition, let alone compare the similarities and differences in its development
between traditional human-human teams and HATs. The current study was conducted to address
this significant gap and explore the effects of team composition in HATs on various outcomes of
team cognition like trust and perception. The study found that team cognition in HATs develops
similarly in its iterative quality and the accelerative effects of communication, but HATs valued
action-related communication and explicit shared goals much more than human-human teams.
HATs with only one human (HAA) had inconsistent judgements of their performance and trusted
their agent teammates less than HATs with two humans (HHA), while HATs with both types of
teammates (HHA) perceived less team cognition with their agent teammate than their human
teammate. These findings are essential to the CSCW literature as they: 1) provide a characterization
of team cognition and its development in HATs for the first time; 2) outline the effects of team com-
position in HATs on team cognition’s outcomes; and 3) provide specific design recommendations
to applied stakeholders directed at mitigating a weakness inherent to HATs (communication). The
study leaves future research directions for the field in further contextualizing the nuanced effects
of team composition on HATs and the various complexities of communication, both explicit and
implicit.
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